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VOICE ACTIVITY DETECTION BASED ON STATISTICAL
LIKELIHOOD RATIO WITH ADAPTIVE THRESHOLDING

Introduction:

In this project we are going to be working with a Voice Activity Detection (VAD)
algorithm according to [1]. Sometimes we have a noisy signal which we want to
classify into 2 regions: regions where there is speech on top of the noise and regions
where the speech is absent and only noise exists. In order to accomplish that a VAD
algorithm based on threshold is used. However, if the noise is non-stationary the
fixed threshold will not be enough. To solve that we will use an adaptive threshold.

The order of the algorithm will be like this:
Step 1:

The noisy signal we get will be transformed into the STFT domain. That is necessary
since we are dealing with classification of the signal into 'speech’' regions and 'noise
only' regions at any given time. Moreover, as we mentioned, we want to be able to
deal with a non-stationary noise which changes with time.

Step 2:

The smoothed log likelihood ratio we be computed. We will discuss this later in
detail.

Step 3:

The smoothed log likelihood ratio will be compared with a threshold. If it is bigger
than the threshold we will classify the current frame as speech and if it is smaller
than the threshold we will classify it as noise only.

Step 4:

The threshold gets updated for the next frame to come.



Smoothed Log Likelihood Ratio:

We consider and uncorrelated additive speech + noise in the STFT domain.

X =S+ N, when S is the clean speech signal, N is the noise signal and X is the noisy
signal we classify.

At each frame we will have a vector to describe any of the signals.
X=X, X125 X1k ]

St =[S11, 512 Sik]

Ny = [Ny1, Ny oo, Nik]

When K is the number of frequency bins in each frame.

Our two hypotheses are:

Hy: X; = N;

Hy : X, =8+ N,

We denote: A, = E{|Nl_k|} JAsie = E{|Sl,k|} the respective noise and speech

2
PSD's. The Probablity Density Function of the measure power spectrogram |Xl,k|
follows and exponential distribution with the mean A4, and 4, + A, for the
different hypotheses respectively. Assuming that we will calculate the Log Likelihood
Ratio:
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In conclusion:



A = log log{l + & k}
p(|X1k|2|H0) 1 +§l
When:
2
$1k = jii’;' Vik = li:’;'{

Are the a priori and a posteriori SNR's respectively.

The noise and speech PSD's are either supposed to be known or can be estimated by
PSD estimators.

It has been shown in [1] that a smoothed likelihood ratio proved a larger
discrimination between speech and non-speech portions. Therefore we will smooth
the LLR: lpl,k = Klpl—l,k + (1 - K)Al,k

Finally we sum all of the frequency bins which are relevant to us:
— VK
W= Yk=1 Wik

If this sum is bigger than a threshold value we will determine the current frame to
include speech. If it is smaller we determine it to be noise only.



Adaptive Threshold:

In general, the more non-stationary the noise is, the larger the noise PSD estimation
error is which makes the Smoothed Likelihood Ratio (SLR) less accurate. For that
reason a fixed threshold is not suitable for the VAD.

Therefore we will be using an adaptive threshold. We will describe the algorithm of
this adaptive threshold.

First of all, we convert the SLR into dB:
Y, = 10logy, ¥,

We assume the noise log SLR to follow a Gaussian distribution with the denoted
mean and variance y; , X;, respectively.

The threshold will be determined by the mean and variance of the noise log SLR this

way:n; = p; + 3\/2—1. This threshold gives us a high Noise Hit Rate (NHR) without
hurting the Speech Hit Rate (SHR) too much.

- H
Yizim

L= |-|

The mean and variance will be estimated this way:

pi—1 + o, if Y >
L = o — .
Al ceptp—1 + (1 — a) (Y7 + ,H,.-'élf 1) — iy, otherwise.

¥, = [—1, if Y7 > pyy
a¥i_; + (1 —a)(¥Y; —u)?,  otherwise.

If the current observation is larger than the mean we cannot be sure whether the
current frame includes speech or not. In this case we enlarge the mean by a small
value - ¢; = 0.00ZM. The variance doesn't change. This update does a good job
when the Y] increases slowly.

If the current observation is smaller than the mean there is a very high chance that
the current frame is noise only (the probability to get that the SLR of speech and
noise is smaller than the estimated SLR of the noise alone is very small). In this case
we recursively update the mean of the noise SLR. However the averaging of smaller
observation will lead to a biased estimate of y;. In order to compensate this bias, we



. . ,2 . .
introduce the compensation term ;21—1 which represents the bias. Moreover, we

deduct ¢; to compensate for its addition from when the observation is bigger than
the mean.

Let us introduce and indicator to how frequently the log SLR was smaller than the
noise SLR mean:

h=ah_;+ 1 —a)[{Y; <}

The function I{Y; < y;} equals to one if the condition inside is true, otherwise
zero. [tis easy to see that h gets bigger when the log SLR is smaller than the noise
SLR mean, and gets smaller when bigger (happens due to h < 1 at all times).

This indicator will be useful for the next cases:

When the noise SLR surges down, most frames will have a log SLR lower than the
estimated noise log SLR mean. Moreover the estimated variance would get
overestimated as a result of a big difference between the mean and the new
observations. In this case we would like the mean to go down quickly so it can
catch up to the sudden change of the noise SLR and avoid getting the variance
overvalued.

Therefore we introduce a new update equation:

p =ap—1+(1—a)Yy, ifY; < py_qand by > pq

This equation is similar to the equation we have shown before, except we took out

the compensation terms ’521—1 and ¢, in order to get the quick decrease. Note

that this update only occurs when h; > p; —the log SLR has mainly been smaller
than the estimated mean recently.

The second case this indicator will come useful for us is during speech periods where
most frames have log SLR bigger than the estimated mean. In this case we wouldn't
want the estimated mean to keep increasing. For this purpose we will introduce the
next equation:

pp = py—1, 10Y; > py 1 and hy < po

When the log SLR is bigger than the mean and h; is very small, the mean will not be
increased.



In conclusion:

-1, ifY; > pp—1 and hy < p2
pi—1 + @1, if Y7 > py—1 and by > pa
M= Nam o +(1—a);,  ifY;<p_andhy > p
ap—1 + (1 —a)(Yr+4/ %E;_l} — ¢y, otherwise

Another case we should look out for is when the noise log SLR increases abruptly. In
such scenario, most of the frames will have a log SLR bigger than the estimated
mean which will might lead to a small h; that will get us stuck with a constant
estimated mean. In order to avoid this, we introduce a safety net:

. max{u, y + V51, ifY; <6
] = i
/ Iirs otherwise

When:

min{Y,, }inzf— D+1

and

I

Y; = median{Y,,}, ;5.4

Are the minimum and median of the recent D observations.

is an empirical value which is larger than the log SLR of most types of noise.d

If the median is bigger than §, it is almost certain that the current frame is a speech
frame, therefore we will not update the mean. However, if the median is smaller

than 6 and y; + \/E is larger than the estimated mean, the mean will be updated to
a bigger value.

If the SNR is high median will be bigger than § and the safety net will not be
activated. When the SNR is low, during speech periods the log SLR will be also low
and the safety net might activate as a result. However, since the recent observation
are small they will most likely be lower than the mean which will result with no
update to the estimated mean.



Results:

We created the experiment signal from a bank of noisy signals with non-stationary
noises we found online [2]. The bank included 10 signals. We randomly chose 10
signals to go after each other. We added silence periods between the signals. The
silence period's duration is uniformly distributed between 0-5[s]. To this signal we
added a babble noise which matches SNR = 5[dB]. The sampling frequency is 8[kHz].

The STFT parameters are:

a hamming window for the duration of 160 samples (corresponds to 20 [ms]).
Overlap for the duration of 80 samples (corresponds to 10 [ms]).

160 frequency bins for each frame.

Other parameters:

D =50.

K =70 (relevant frequency bins).

= 0.8 (the smoothing factor).x

6 = —2[dB].



The signal:

Noisy Signal Clean Signal
0.6 . . . 0.8 : : :
04 1
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0.5 ! ! ! ! ! 0.5
0 W 0 W 4 N & 0 W XN W 4 W &
Time [s] Time [s]

We wanted to decide how many frequency bins are relevant to us (K in the theory
part). For this sake we looked at the spectrogram of the noisy signal and decided
where most of the power is. The spectrogram shows us the PSD of the noisy signal in
[dB] units.
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We can see that until frequency bin 70 (corresponds to 3.5[kHz]) most of the power
of the signal is.



In order to calculate the likelihood ratio we first need to estimate the noise PSD and
the speech PSD separately.

The noise PSD we estimated using [3]. We will compare it to the real PSD and see
how accurate the estimation is:

Noise PSD estimation [dB)

10 T T

real PSD
estimated PSD

'\60 i i
0 1000 2000 3000 4000 5000 6000

frames

This is the Noise PSD for frequency bin number 20 (corresponds to 1[kHz]).

The estimation is quite good.



In order to estimate the clean speech PSD we tried using two different methods.
The first method:
We subtracted the noise PSD estimation from the noisy signal PSD.

PSDclean speech = PSDnoisy signal — PSDnoise estimation

In case we got a negative number we fixed it to O (the PSD cannot have negative
values).

Let's compare:

real PSD Speech PSD estimation
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The second image has the estimated PSD shifted 20 frames to the right in order to be
able to compare it better.

We can tell this estimation has many frames estimated to have power where the real
PSD does not have. The estimation is not good.



The second method:

In this method we use an algorithm called speech-enhancement. This algorithm
takes in a noisy signal and outputs the signal with a more quiet noise. However, in
this process the speech gets distorted.

The clean speech PSD will be the PSD of the output signal of the mentioned
algorithm.

real PSD Speech PSD estimation
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Similarly to the previous method, we can see that there are frames estimated to
have power even though they are not supposed to have any (due to the noise).



At first, we will try to run the VAD algorithm using the first method of speech PSD
estimation. We took the same signal we showed the estimation on and ran the VAD.

Signal
0.6 O Speech Determination

04 r

0.6 1 1 1 1 1 i
0 10 20 30 44 50 &40

tiime [3]

When the Speech Determination is high, we decide the frame to include speech and
when it is low it's decided to be noise only. We can see that the results are very bad
due to a bad estimation of the speech PSD.

NHR = 0.65%

SHR =99%



According to the second method to estimate the speech PSD:

Signal
0.6 O Speech Determination

04 r

0 10 20 30 40 50 &0
time [s]

NHR =21%
SHR = 82%

According to this method, the results given are also very inaccurate due to a bad
estimation of the speech.

There is a third method of estimating the speech we attempted to do. The method
follows [4], the same way it has been done in the article we are following. However,
we did not manage to code it accordingly. Also, we did not find it online.



As a result of the difficulties with estimating we had faced, we decided to use the
real PSD for the Voice Activity Detection. However, we encountered a new issue. Y;
got complex values which causes the threshold to have complex values as well.

We will look more thoroughly to understand why that happens:

At each frame we start with the LLR (Log Likelihood Ratio):

p(|Xl'k|2|H1) _ YukSik

R R TR

Ay = log

The LLR gets smoothed: W, = kW;_1 5 + (1 — K)A

After that we sum all the relevant frequency bins:

Y = Z§=1 Wik

In the end, we convert the sum of the smoothed LLR into [dB]:
Y, = 10logy, ¥,

P (|Xl,k|2|1-10) follow an exponential distribution with the expected p (le,k|2|H1)

values Ag ;x + Ay 1k, An ik respectively.

2

o] 1 e

p(Xl,k |H1) =— eAsiktinik
Ase + Anike
x|
P 1 “14Lk
p(|Xl,k| |Ho) =——e ik

An,lk

It is easy to see that the expected value is bigger under the condition of the frame
including speech than that being speech absent.
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The PDF functions when the frame has speech (when there is no speech the PDF's
overlap due to an identical expected value).

We can see that when the power is below a certain point, the probability of the
frame being noise only is bigger than including speech.

When we get that the likelihood ratio will be smaller than one.

ol [Xexl|H1) o [Xeil|Ha)
L <15 logd———5—<%}+<0
Ho) p{ 1l [Ho)

Since we might get ¥, = Z’,§=1 W, < 0 there is the possibility of getting that
will be a logarithmic operation on a negative value which will result Y; = 10log,, ¥,
with a complex value.

We believe that because we are using the real PSD's instead of the estimations,
there is the possibility that even when the frame is a speech frame, the power of the
noisy signal measured will be lower than the intersection point of the PDF's.

The intersection point occurs when:

Yikdik _ ]og{l + El,k}

1+81k
That is when we get

2
s = 1og (PP

p (le,k|2|H0) -



We tried to alter the algorithm in order to avoid complex values. For that sake we
took the likelihood ratio and converted it to [dB] instantly, instead of operating a
natural logarithm first.

P(le,k|2|H1)
P(|Xl,k|2|Ho)

After that we smoothed the value we got with the previous frame:

Ay = 10log;eflog

Wi = kW + (L= 1)A
And treated ¥, as if it were V].
Y =%

This way, there is a logarithmic operation being executed only once, therefore there
is no possibility of receiving a complex value.



After changing the algorithm accordingly, we ran the code and got:

VAD results
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NHR =94.8%
SHR =93.9%

The results are good.



The threshold:

The Adaptive Threshold
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When we compare between the SLR and the Threshold which eventually determine
whether the frame includes speech or not, we get:

%107 S ENRA M
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The threshold is unnoticeable compared to the SLR.

This happens because we changed the original SLR calculation in order to avoid
complex values. After we changed the SLR we had to change the threshold update



equations since we are now on a whole different scale. As a result of not changing
the update equations the threshold cannot keep up with the swift change of the SLR.

The update equations are:

Hi—1, itY; > -1 and h; < P2
Hi—1 + @1, ity > Hi—1 and h; > P2
M= Yamy +(1—a)Y;,  ifY <p_yand by > py
a1+ (1 — (‘1) (YE +4/ %Zg_l} — ¢, otherwise

T.’ _ Eg_[. ]f}j Pl Y |
aXi_y+ (1 —a)(¥; — (1)?,  otherwise.

A {ma};{,uhyg +VE}, ifY;<é

Hi =

Iirs otherwise

n = Hl+3\/z_l

We got good results even though we didn’t change the update equations because
we were using the real PSD's, resulting in either a very large SLR when there is
speech, or a very small SLR when the speech is absent. Thus, it is enough to have a
fixed threshold and the minimal change it gets does not affect it the final result.



We tried changing the empirical value § and the update equations but we could not
manage to get a better change of the threshold.

In order to decide on a new value for § we had to see at which value the median is
usually limited by in the noise frames:

% 10° median of past D samples
P
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T
000 000
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We can see that the median usually will not be bigger than 5 x 10*. However, after
running the VAD again, the SHR is hurt badly.

VAD results
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The new threshold:

The Adaptive Threshold
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The new threshold we get under the different § has larger values. We believe that if
we managed to change the update equations as well, we would get better results

and an even more relevant threshold.



We tried running the same signal with SNR = 0[dB]:

VAD results
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Conclusion:

After writing the algorithm, we found out that the clean speech PSD estimator we
had was not good enough. In order to be able to move on, we used the real PSD's of
the clean speech and noise. Using the real PSD's we saw that the log SLR can get
complex values. For the sake of avoiding that we altered the log SLR and got
observations on a whole other scale which resulted with us having inadequate
update equations, and the threshold would not adapt quickly enough. We tried to
change the equations but did not get a good enough solution. However the final
result of the VAD remained good since we were using the real PSD's.

We ran the same clean signal with different kind of noises: Babble, Train and Car
with SNR's of 0, 5 and 10 [dB].

NHR:

% Babble Train Car
10[dB] 92.7 92.5 94.6
5[dB] 94.8 94.9 95.2
0[dB] 93.2 93.2 97.4
SHR:

% Babble Train Car
10[dB] 95.1 97.5 94.7
5[dB] 93.9 94.5 93.7
0[dB] 94.4 93.5 91.3

The results are very good. However we need to remember that we get such good
results because we are using the real PSD's of the clean speech and noise.
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