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Abstract

Lisp is a functional speech impediment that results in difficulty to produce specific
speech sounds and specific words. Lisping is characterized by inability to pronounce
the sound of ‘s’, Z’, r, I, and ‘th’. People having this speech impediment face
problems when attempting to say ‘s’ and ‘Z’ like ‘sh’ in ‘shoes’, ‘ch’ in ‘chair’, ‘zh’ as in
‘measure’ and ‘dg’ as in ‘badge’.

Lisp is a known problem that occurs on large scale in society. Treating lisp is done
with the help of a SLP (Speech Language Therapists) and involves repetitive exercises
of sibilant words pronunciation. These exercises are being done independently at
home, while the patients do not have any feedback on the quality of their
pronunciation. In this project, we suggest an implementation of a system that can
classify a recording of a single word as good or bad pronunciation.

Our system can be used to provide real time feedback to speech language patients
on their daily exercise. The classifying will be done with SVM classifier, using the
recording's MFCC as features.

As someone who went through speech therapy at my seventh grade and had tough
time practicing at home without any supervision, | believe this project can help
tremendously to the success of speech therapies for children. In our vision this
implementation can be embedded in a mobile application that keeps tracking on the
exercises and provide real time feedback on the quality of the pronunciation.
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The Problem

Lisp

A lisp is a speech impediment that specifically relates to making the sounds associated
with the letters S and Z. Lisps usually developed during childhood and often go away
on their own. But in some cases, the problem is persisted and requires treatment.
Another name for lisping is sigmatism.

What Causes a Lisp?

There are no known causes of lisps. The common belief is that using a pacifier after a
certain age may contribute to lisps by strengthen the muscles of the tongue and lips,
making lisps more likely. However, pacifier usage is not a factor in every child with a
lisp. Additionally, each child that uses a pacifier does not get a lisp.

Other probable causes of lisps include:

e Tongue-tie — a condition where the tongue is tethered to the bottom of the
mouth. This restricts its movement. Another name for a tongue-tie is
ankyloglossia.

Problems with jaw alignment.
Simply having learned to say the sound incorrectly.

Many young children have lisp as they learn to talk. It is one of the most common
speech impediments. About 23% of speech-language pathologist clients have lisps.

Types of Lisps
Lisp have been characterized into four types:
1) Interdental or frontal lisp: ‘s’ and ‘' sound like ‘th’.

2) Dentalised lisp: Dental lisp can be observed at an early age and often fade away
with age. In the case of dental lisp, the sound produced is a slightly muffled sound.

3) Lateral Lisp: People having this kind of lisping problem face difficulty in
pronouncing word having /I/ and the sound made is often wet or in between spits.

4) Palatelisp: People find it difficult to say ‘sh’ as in ‘share’, ‘ch’ as in ‘church’.

The four types of lisp are described in more detail below:



Interdental Lisp (Frontal Lisp):

Interdental lisps (frontal lisps) are the most common type of lisp. When a person has
a frontal lisp, they tend to push their tongue too far forward in their mouth, distorting
their sounds. In this type of lisp, the tongue comes outside of the mouth between the
upper and lower teeth.

The syllable 's' in words such as 'soup,’ 'baseball,’ and 'bus' might sound like 'th’
The syllable 'z' in words such as 'zip,' ‘dozen,’ and 'knees' might sound like 'th’

A frontal lisp will be resolved by age of 4.5 years. A speech-language pathologist
should recommend an evaluation if the interdental lisp persists beyond this age.

Dental Lisp:

The Dentalised lisp is similar as the frontal lisp, except in the dental lisp, the tongue
does not protrude outside of the mouth. Instead, the air is blocked at the furthest point
forward in the mouth. The tongue pushes against or rests on the two front teeth,
resulting in a muffled sound.

Many children may dentalise /s/ and /z/ sounds until around 4.5 years old, at which
point they outgrow it. If they do not outgrow it, an evaluation is recommended.

Lateral Lisp:

A lateral lisp occurs when air escapes over the sides of the tongue, the /s/ and /z/
sounds become distorted.

With a lateral lisp, a person may also feel air coming out of the sides of the tongue
rather than a central and continuous flow from the front of the mouth.

Lateral lisps are not common in typical speech development.

Palatal Lisp:

A palatal lisp occurs when the air is blocked at the hard or soft palate by the middle
part of the tongue. Palatal lisps are by far the least common.

Unlike interdental and Dentalised lisps, palatal lisps are not a part of normal
development. A speech assessment is recommended for anyone with a palatal lisp.

Our project focuses on Interdental lisps.



Other Types of Speech Impediments

Lisps are just one type of speech impediment. Other common speech impediments
include:

e Lambdacism. Trouble saying the letter L. People with lambdacism often use the
R sound as a substitute.
e Rhotacism. Difficulty with saying the letter R correctly.

The three most common speech impediments are sigmatism (lisping), lambdacism,
and rhotacism. However, other people can also have trouble pronouncing the sounds
associated with the letters K, G, T, D, and E. There is also another speech impediment
called tetism, where someone replaces S and Z sounds with a T or D sound.

Treatment for Lisps

Speech-language pathologists are specialists who can help people with lisps. They
are evaluating which type of lisp the patient has and building a program of treatment.
The process of treatment varies between few months and few years. If a patient is
older when they start working with a speech-language pathologist, the process may
take a longer time.

Speech pathologists work with people who have lisps to help them recognize what
their lisp sounds like and how to position their tongue in the correct place to make the
sound. They do this by giving them exercises, like saying specific words or phrases
with the sounds in them.

Typically, the exercises assigned during speech therapy are repeated in a variety of
different contexts. The goal is to help the patients become aware of their speech and
practice saying words correctly when talking with others. During the entire process,
the patient exercises on reading out words that have the sibilant sounds in them. The
patient has no feedback on the quality of his pronunciation, this leads to a
reduction in the efficiency of the treatment.

If the lisp is from a tongue-tie, a doctor may recommend a simple in-office procedure
called a frenotomy to reduce the tethering. They take a pair of scissors and snip the
excess tissue holding the tongue down. If the tongue-tie is more severe, a surgery
called a frenuloplasty may be required.



Theoretical Background

STFT (Short-Time Fourier Transform)

The Short-Time Fourier Transform (STFT) is a powerful tool for analyzing signals and
determining the frequencies that make up the signal. The STFT is calculated by taking
the Fourier Transform of a signal at short intervals of time. This results in a two-
dimensional representation of the signal, with time on the x-axis and frequency on the
y-axis. The STFT can be used to identify the frequencies that make up a signal, and
to analyze the evolution of those frequencies over time.

The STFT is a valuable tool for signal analysis because it can provide both time and
frequency domain information about a signal. In the time domain, the STFT can be
used to identify the start and end times of signal components, and to determine the
duration of each component. In the frequency domain, the STFT can be used to
identify the dominant frequencies in a signal, and to track the evolution of those
frequencies over time.

It has several applications in signal processing, including spectrum analysis, sound
analysis and synthesis, and speech recognition. It can also be used to improve the
performance of other signal processing algorithms, such as filters and feature
extraction. The STFT also can be used to identify the pitch of a sound, as well as its
timbre. It can be used to extract features from speech signals that are used in various
machine learning algorithms.

Mathematical definition of the STFT

The usual mathematical definition of the STFT is

oo

(1.1) X, (w)= z x(n)w(n —mR)e /®" = DTFT,(x - SHIFT,,R(w))

n=-—oo

where
r(n) = input signal at time n
win) = length M window function {e.g.. Hamming|
Nmlw) = DTFT of windowed data centered about time mfi
R = hop size, in samples, between successive DTEFTs.
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If the window w(n) has the Constant OverLap-Add (COLA) property at hop-size R ,
ie., if

(1.2)
uin —mit) =1, ¥n

Z| (we CoLa(R))

i

M2

T

then the sum of the successive DTFTs over time equals the DTFT of the whole signal
X(w):

Z Xm(w) Z r(n)w(n —mR)e 1+
o

-
M=—0o M=—00 n=—02

1=

r(n)e " Z w(n —mi)

n=—oo m=—0oc
Ny -

1 if weCOLA(R)

L=

DTFT.(z) = X (w).

We will say that windows satisfying ).,,, w(n — mR) = 1 (or some constant) foralln € Z
are said to be COLA(R). For example, the length M rectangular window is clearly
COLA(M) (no overlap). The Bartlett window and all windows in the generalized
Hamming family are COLA (%) (50% overlap), when the endpoints are handled
correctly. Any window that is COLA(R) is also COLA(R\k) , for k =2,34,..,R ,

provided R/k is an integer.

When using the short-time Fourier transform for signal processing, the COLA
requirement is important for avoiding artifacts. For usage as a spectrum analyzer for
measurement and display, the COLA requirement can often be relaxed, as doing so
only means we are not weighting all information equally in our analysis. Nothing
disastrous happens, for example, if we use 50% overlap with the Blackman window in
a short-time spectrum analysis over time--the results look fine; however, in such a
case, data falling near the edges of the window will have a slightly muted impact on
the results relative to data falling near the window center, because the Blackman
window is not COLA at 50% overlap.
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Practical computation of the STFT

While the definition of the STFT calculations shown above are useful for theoretical
work, it is not really a specification of a practical STFT. In practice, the STFT is
computed as a succession of FFTs of windowed data frames, where the window
"slides" or "hops" forward through time. We now derive such an implementation of the
STFT from its mathematical definition.

The STFT can be rewritten, adding mR to n, as:

;'L-m(i_d:l = oo I
Z :E'(P'}. + }'}'}._jri"_]“:(}-}_]E_Jw\” i)

g JwmR E (n +mi)win)e ="
n=—00

= ¢ WmBDTET (SHIFT_,,p5(z) - w). (1.3)

In this form, the data centered about time mR are translated to time 0, multiplied by
the (let's assume zero-phase) window w , and then the DTFT is performed. Since the
nonzero portion of the windowed data is centered on time zero, the DTFT can be
replaced by the DFT (or FFT). This effectively samples the DTFT in frequency. This
sampling will not cause (time) aliasing if the number of samples around the unit circle
is greater than the width (in samples) of the time interval including all nonzero
datapoints. In other words, sampling the frequency axis is information-preserving
when the signal is properly time limited. Let M denote the window length (typically an
odd number) and N > M be the DFT length (typically a power of 2). Then sampling

@3 atw =w;, = % k =0,1,2,..,N — 1, and using the fact that the window w(n) is

time-limited to less than N samples centered about time zero, yields

Ninlwi) = Nj2-1
g Junmit Z r(n + mR)w(n)e "
n=—Nj2
= r._-”"""’”I"D}'"Tﬁ.-_.w.k (SHIFT_,,g(x) - w). (1.4)
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Since indexing in the DFT is modulo N , the sum over n can be "rotated” to a sum from
0 to N — 1 as is conventionally implemented for the DFT. In practice, this means that
the right half of the windowed data frame goes at the beginning of the FFT input buffer,
and the left half of the windowed frame goes at the end, with zero-padding in the
middle.

MFCC (Mel-frequency cepstral coefficients)

Mel-frequency cepstral coefficients (MFCCs) are vectors that can represent the audio
sample and what it represents. The profit of using MFCC is that the frequency bands
are equally spaced on the mel scale, which approximates the human auditory system's
response more closely than a linearly spaced frequency bands used in the normal
spectrum. This frequency warping can allow for better representation of sound, and
therefore MFCC is considered as the "standard" and one of the most popular
approaches features extraction technique in speaker recognition.

In general, the MFCCs (Mel-frequency cepstral coefficients) of a given audio signal
can be computed by first performing a Fourier transform on the signal to obtain its
power spectrum, and then applying a Mel-frequency filterbank to this power spectrum.
The output of the filterbank can then be used to compute the MFCCs. Below are the
steps of producing MFCC features from signal in more detail:

Pre-emphasis

Pre-emphasis increases the magnitude of energy in the higher frequency. When we
look at the frequency domain of the audio signal for the voiced segments like vowels,
it is observed that the energy at a higher frequency is much lesser than the energy in
lower frequencies. Boosting the energy in higher frequencies will improve the phone
detection accuracy thereby improving the performance of the model.

Pre-emphasis is done by the first order high pass filter as given below the frequency
domain of the audio signal for vowel ‘aa’, before and after the pre-emphasis is given
below

Windowing

The MFCC technique aims to develop the features from the audio signal which can be
used for detecting the phones in the speech. But in the given audio signal there will be
many phones, so we will break the audio signal into different segments with each
segment having 20ms width and with the signal at 10ms apart.

13



DFT (Discrete Fourier Transform)

We will convert the signal from the time domain to the frequency domain by applying
the DFT transform. For audio signals, analyzing in the frequency domain is easier than
in the time domain.

Mel-Filter Bank

The way our ears will perceive the sound is different from how the machines will
perceive the sound. Our ears have higher resolution at a lower frequency than at a
higher frequency. So, if we hear sound at 200 Hz and 300 Hz, we can differentiate it
easily when compared to the sounds at 1500 Hz and 1600 Hz even though both had
a difference of 100 Hz between them. Whereas for the machine the resolution is the
same at all the frequencies. It is noticed that modeling the human hearing property at
the feature extraction stage will improve the performance of the model.

So, we will use the mel scale to map the actual frequency to the frequency that human
beings will perceive. The formula for the mapping is given below:

mel(f) = 1127 In (1 +%)

Applying Log

Humans are less sensitive to change in audio signal energy at higher energy
compared to lower energy. Log function also has a similar property, at a low value of
input x gradient of log function will be higher but at high value of input gradient value
is less. So, we apply log to the output of Mel-filter to mimic the human hearing system.

IDFT (Inverse Discrete Fourier Transform)

In this step, we are doing the inverse transform of the output from the previous step.
Before knowing why, we must do inverse transform we have to first understand how
the sound produced by human beings.

14
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Note that the periods in the time domain and frequency domain are inverted after the
transformations. So, the frequency domain’s fundamental frequency with the lowest
frequency will have the highest frequency in the time domain.

Note: The inverse of the log of the magnitude of the signal is called a cepstrum.

The below figure shows the signal sample before and after the IDFT operation.
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The peak frequency at the rightmost in figure (c) is the fundamental frequency and it
will provide information about the pitch and frequencies at the rightmost will provide
information about the phones. We will discard the fundamental frequency as it is not
providing any information about phones.

Spectrograms

A spectrogram is a visual way of representing the signal strength, or "loudness”, of a
signal over time at various frequencies present in a particular waveform. Not only can
one see whether there is energy at, for example, 2 Hz vs 10 Hz, but one can also see
how energy levels vary over time. Spectrograms are commonly used to display
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frequencies of sound waves produced by humans, machinery, animals, whales, jets,
etc., as recorded by microphones. In the seismic world, spectrograms are increasingly
being used to look at frequency content of continuous signals recorded by individual
or groups of seismometers to help distinguish and characterize distinct types of
earthquakes or other vibrations in the earth.

Spectrograms are basically two-dimensional graphs, with a third dimension
represented by colors. Time runs from left (start) to right (end) along the horizontal
axis. Each of our volcano and earthquake sub-groups of spectrograms shows 10
minutes of data with the tic marks along the horizontal axis corresponding to 1-minute
intervals. The vertical axis represents frequency, which can also be thought of as pitch
or tone, with the lowest frequencies at the bottom and the highest frequencies at the
top. The amplitude (or energy or "loudness") of a particular frequency at a particular
time is represented by the third dimension, color, with dark blues corresponding to low
amplitudes and brighter colors up through red corresponding to progressively stronger
(or louder) amplitudes.

Example of a spectrogram:
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Machine learning

Machine learning is a data science technique that allows computers to learn from data
without being explicitly programmed. Machine learning algorithms build models based
on sample data, known as "training data", in order to make predictions or
recommendations without being given specific instructions to do so.

Common uses for machine learning include the following:

e Customer relationship management. CRM software can use machine learning
models to analyze email and prompt sales team members to respond to the
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most important messages first. More advanced systems can even recommend
potentially effective responses.

e Business intelligence. Bl and analytics vendors use machine learning in their
software to identify potentially important data points, patterns of data points and
anomalies.

e Human resource information systems. HRIS systems can use machine learning
models to filter through applications and identify the best candidates for an open
position.

e Self-driving cars. Machine learning algorithms can even make it possible for a
semi-autonomous car to recognize a partially visible object and alert the driver.

e Virtual assistants. Smart assistants typically combine supervised and
unsupervised machine learning models to interpret natural speech and supply
context.

e Recommendation engines. Social networks uses machine learning to
personalize how each member's feed is delivered. If a member frequently stops
to read a particular group's posts, the recommendation engine will start to show
more of that group's activity earlier in the feed.

Other popular uses include fraud detection, spam filtering, malware threat detection,
business process automation (BPA) and Predictive maintenance.

Machine learning is important because it can help identify trends in customer behavior
and business operations, as well as support the development of new products. Many
companies make machine learning a central part of their operations in order to gain a
competitive edge.

The different types of machine learning

Classical machine learning is often categorized by how an algorithm learns to become
more accurate in its predictions. There are four basic approaches: supervised learning,
unsupervised learning, semi-supervised learning, and reinforcement learning. The
type of algorithm data scientists chooses to use depends on what type of data they
want to predict.

e Supervised learning: In this type of machine learning, data scientists supply
algorithms with labeled training data and define the variables they want the
algorithm to assess for correlations. Both the input and the output of the
algorithm is specified.

e Unsupervised learning: This type of machine learning involves algorithms that
train on unlabeled data. The algorithm scans through data sets looking for any
meaningful connection. The data that algorithms train on as well as the
predictions or recommendations they output are predetermined.

17



e Semi-supervised learning: This approach to machine learning involves a mix of
the two preceding types. Data scientists may feed an algorithm mostly labeled
training data, but the model is free to explore the data on its own and develop
its own understanding of the data set.

e Reinforcement learning: Data scientists typically use reinforcement learning to
teach a machine to complete a multi-step process for which there are clearly
defined rules. Data scientists program an algorithm to complete a task and give
it positive or negative cues as it works out how to complete a task. But for the
most part, the algorithm decides on its own what steps to take along the way.

Supervised machine learning

Supervised machine learning requires training on a provided label, then testing the
algorithm to predict the label by himself. Several examples for supervised algorithms
are:

Binary classification: Dividing data into two categories.

Multi-class classification: Choosing between more than two types of answers.
Regression modeling: Predicting continuous values.

Ensembling: Combining the predictions of multiple machine learning models to
produce an accurate prediction.

SVM classifier

Support-vector machine (SVM) is a supervised learning model that can be used for
classification and regression analysis. To build the model - given a set of training
examples, each labeled as belonging to one of two categories, SVM maps them to
points in space, and its objective is to maximize the width of the gap between the two
categories. The model is then applied to new data: the new examples are mapped into
that same space and predicted to belong to a category based on which side of the gap
they fall.

18



The objective of the support vector machine algorithm is to find a hyperplane in an N-
dimensional space (N — the number of features) that distinctly classifies the data
points.

A

To separate the two classes of data points, there are many possible hyperplanes that
could be chosen. The algorithm's objective is to find a plane that has the maximum
margin, i.e., the maximum distance between data points of both classes. Maximizing
the margin distance provides some reinforcement so that future data points can be
classified with more confidence.

Hyperplanes and Support Vectors

A hyperplanein R?isa line A hyperplanein R3is a plane

SoreqREY -
----- r .
T caeog===” hmemry: '
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Hyperplanes are decision boundaries that help classify the data points. Data points
falling on either side of the hyperplane can be attributed to different classes. Also, the
dimension of the hyperplane depends upon the number of features. If the number of
input features is two, then the hyperplane is just a line. If the number of input features
is three, then the hyperplane becomes a two-dimensional plane. It becomes difficult
to imagine when the number of features exceeds three.
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Support Vectors

Support vectors are data points that are closer to the hyperplane and influence the
position and orientation of the hyperplane. Using these support vectors, we maximize
the margin of the classifier. Deleting the support vectors will change the position of the
hyperplane. These are the points that help us build our SVM.

Large Margin Intuition

In logistic regression, we take the output of the linear function and squash the value
within the range of [0,1] using the sigmoid function. If the squashed value is greater
than a threshold value (0.5) we assign it a label 1, else we assign it a label 0. In SVM,
we take the output of the linear function and if that output is greater than 1, we identify
it with one class and if the output is -1, we identify it with another class. Since the
threshold values are changed to 1 and -1 in SVM, we obtain this reinforcement range
of values ([-1,1]) which acts as margin.

20



Cost Function and Gradient Updates

In the SVM algorithm, we are looking to maximize the margin between the data points
and the hyperplane. The loss function that helps maximize the margin is hinge loss.

Hinge loss function (function on left can be represented as a function on the right):

0, if yxf(x) =21

c(xy, f(x) = {1 —yx*f(x), else

oy, f))=(1-y*f),

The cost is O if the predicted value and the actual value are of the same sign. If they
are not, we then calculate the loss value. We also add a regularization parameter to
the cost function. The objective of the regularization parameter is to balance the
margin maximization and loss. After adding the regularization parameter, the cost
function looks as below.

n
min, A [[w||? + E (1 —yilx, wh),
i=1

Now that we have the loss function, we take partial derivatives with respect to the
weights to find the gradients. Using the gradients, we can update our weights.

1)
— 2 =
ka/lllwll 2wy,

0, lf yi(xi,W) =>1

é
8Wk ( yl (xll W))‘l‘ {_ylxlk, else

When there is no misclassification, i.e., our model correctly predicts the class of our
data point, we only must update the gradient from the regularization parameter.

w=w-—a - (2lw)

When there is a misclassification, i.e., our model makes a mistake on the prediction of
the class of our data point, we include the loss along with the regularization parameter
to perform gradient update.

w=w+a- (Y- x—2lw)

21



SNR (Signal to Noise Ratio)

SNR (Signal-to-Noise Ratio) is the ratio between the desired information or the power
of a signal and the undesired signal or the power of the background noise.

SNR is a measurement parameter in use in the fields of science and engineering that
compares the level of the desired signal to the level of background noise. In other
words, SNR is the ratio of signal power to the noise power, and its unit of expression
is typically decibels (dB). Also, a ratio greater than 0 dB or higher than 1:1, signifies
more signal than noise.

In basic terms, SNR is the difference between the desired signal and the noise floor.
Also, in terms of definition, the noise floor is the specious background transmissions
that are produced by other devices or by devices that are unintentionally generating
interference on a similar frequency. Therefore, to ascertain the signal to noise ratio,
one must find the quantifiable difference between the desired signal strength and the
unwanted noise by subtracting the noise value from the signal strength value.

Although SNR is routinely in use to quantify the clarity or strength of electrical signals,
it can also apply to any form of signal (transmission). For example, it is in use to
describe isotope levels in ice cores, biochemical signaling between cells, or audio
sound clarity for car amplifiers and source units (DVD, CD, or Digital). However, with
audio components, the SNR is always a positive value. For example, an SNR of 95
dB, means that the level of the audio signal is 95 dB higher than the level of the noise.
Which, in turn, means that an SNR of 95 dB is better than one that is 80 dB.

Calculation of SNR

To calculate SNR, divide the value of the main signal by the value of the noise, and
then take the common logarithm of the result:

S
SNR = logﬁ

There’s one more step: If your signal strength figures are units of power (watts),
multiply by 20; if they are units of voltage, multiply by 10.

For power:
SNR = 201 >
= ogN

For voltage:
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S
SNR = 10log—
ogN
The result of this calculation is the SNR in decibels. For example, your measured noise
value (N) is 1 microvolt, and your signal (S) is 200 millivolts. The SNR is:

0.2
0.000001

SNR = 10log =53dB

Other Metrics for Audio Quality measurement
There are many other methods and tools for measuring sound quality, including:

Dynamic range: This measures the difference between the loudest and quietest parts
of the signal. A larger dynamic range means the audio quality is better.

Frequency response: This measures how well the system reproduces different
frequencies. A flatter frequency response means the audio quality is better.

Total harmonic distortion (THD): This measures how much distortion is present in the
signal. A lower THD means the audio quality is better.
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Literature

Several papers were written on the topic of automatic lisp detection in the last few
years, each with different goals. That leads to the use of different classification
methods, data collection methods and types of lisps that are being observed.

Itagi, et al [1] uses Feature Extraction and Random Forest Classifiers to recognize the

lisp and then replace it with the correct form, taken from a database. As we are not
interested in correcting but only in detecting the lisps, we can use their methods for
segmentation, feature extraction and classification. Their database consists of
recorded correct/incorrect pronounced common lisping words.

When the model is constructed (using random forest), the system works as follows:
record a lisping speaker, segment the sentence into single words, detect the incorrect
pronunciation (with the model), replace the incorrect words with correct words from
the bank and output the correct sentence. Refer to Figure 1.

Segmentation:
obtain individual
— words

\

Wordbank: A
Contains the words
and their Coefficients

— e

for each word
find their MFCCs

v .
Yes A
Is Lisp deiecteé\
Fresnaca ths 1-inp o after running through

with the correct one classifier?

No

> Reform Sentence

Figure 1: Flow diagram of the algorithm for lisp detection
and correction
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The sibilant sounds in the chosen words are s and z. the data were recorded at sample
rate of 8KHz. The accuracy measured for detection and correction is 93%.

Bilibajki¢, Vojnovié and Sarié [2] uses MFCC features and SVM classifier to detect the
lisps (sigmatism). They use 3 words, for 3 sounds: ¢ - cica, s - seka, z - zima, recorded
by 14 speech language therapists, who can simulate the correct and the incorrect
forms. They suggest separating manually each word in the recording, then separating
each phoneme in each of the words. The next step is taking 24 MFCC and using them
as features to the SVM classifier.

The recordings were in 44.2KHz with 16-bit quantization. This model achieves an
average of 96.5% accuracy.

Valentini-Botinhao, et al [3] uses several features and several classifiers, trying to
reach the best combination of the two; Features: MFCC, Energies in specific
bandwidths of the spectral envelope, super vectors.

They use the NB, SVM, AdaBoostM1 and ViaRegression Classifiers.

The training data contains records 39 pupils of a speech therapy school who can
simulate speech disorders. the validation data recorded by 7 people who have speech
disorder. Each person simulated 16 words from a speech disorder test, with the
sounds s, z. Each recording was manually separated to words, and each of the words
was separated to phonemes.

The recordings are in sample rate of 44.1Khz, with 16-bit quantization.

The results are detailed in Figure 2.

Feawre | RR(%) | Rn(%) | Rp(%) | CL(%) | AUC Feare | RR(%) | Rn(%) | Rp(%) | CL(%) | AUC

Energy | 75.64 | 61.89 | 79.32 | 70.61 | 0.781 SVector | 92.56 | 81.08 | 96.39 | 88.73 | 0.887

MFCCs | 8246 | 72.62 | 8533 | 7898 | 0.789 SSVector | 9391 | 89.18 | 9549 | 9233 ‘ 0.993

SVector | 86.00 | 77.19 | 88.93 | 83.06 | 0.830

SSVector | 8279 | 71.79 | 8646 | 79.14 | 0.791 Table 3: Speaker level results: both feature sets using SVM.
Table 1: Phone level results: Energy feature set using ViaRe-  RR(%) | Rn(%) | Rpl(%) | Rp2(%) | Rp3(%) | AUC
gression and the MFCCs, SVector and SSVector using SVM. 62.83 | 89.18 | 48.64 ‘ 40.54 ‘ 71297 | 0.844

Feature ’ RR(%) ‘ Rn(%) ‘ Rp(%) ‘ CL(%) ‘ AUC Table 4: Speaker level results for the four class problem: SVec-

SVector | 86.85 | 6842 | 93.01 | 80.71 | 0.807 tors using SVM.

SSVector | 84.89 | 70.51 | 89.69 | 80.10 ‘ 0.863

Table 2: Word level results: SVector feature set using SVM and
SSVector using AdaBoostMI.

Figure 2: Classifiers results
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Benselama, Guerti and Bencherif [4] creates an interactive model that can separate a
given recording to words by analyzing the HMMs and recognize the phonemics in each
word using ANN rating. Then if the word was pronounced incorrectly the model repeats
it in the correct way and the patient needs to try again.

In this paper the recordings were made in a noisy environment, which the MFCC deals
with well. They use 13 MFCC.

All the above papers are using different machine learning models. Krecichwost, Mocko
and Badura (2019) [5] built and trained a CNN for deep learning. In their paper, they
compare usage of different setups, in each there is an array of 1/5/15 microphones to
record the data. Their objective is to create and train a tool that can classify between
several types of speech disorders, all resulting in misarticulation of sibilant sounds
(particularly in children). It is a little different than ours, but we can use the same
network for a binary classification as we wish. The processing, feature extraction and
classification are presented in Figure 3.

— =

Data preprocessing

e
| ULA signal ] Pre-emphasis Segmentation ‘

. o o Framing
I aggregation J filtering of sibilants

Spectral features extraction

FBE AFBE and AAFBE Interpolation Acoustic
coefficients coefficients in time frame domain volume

:

CNN classification
—————————— Training mode —————————————————- Classification mode ————————1

|

I i i
Data augmentation Training : Cllassl_g'lc?tmn

| { validation

1

Figure 3: Overall workflow of the multichannel speech sample classification

The data is gathered from 98 children recorded saying 16 polish words containing
sibilants. It was labeled by expert speech language therapists. Their results are shown
in Figure 4, note that for our purposes binary classification is good enough, so the
TPR should be increased significantly.
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Snorm Sadd Sint J’norm JEJ'H‘ Jdic’n TPR
Snomm 414 47 59 19 1 120 0.63
Sadd 69 159 8 8 2 34 0.57
Sin 36 5 374 13 57 34 0.72
Jnorm 10 5 21 551 46 62 0.79
fint 0 1 95 50 78 13 0.33
Jaen 88 12 43 92 24 101 0.28
PPV 0.67 0.69 0.62 0.75 0.3 0.28

Figure 4: Confusion matrix obtained for the 5-CH framework
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Our Solution

We intend to provide an end-to-end solution for a fully automatic classification process.
Our solution is heavily based on Bilibajki¢, Vojnovi¢ and Sarié's paper, with several
modifications and additions.

Block Diagram

In the diagram below we show the start to end process of our project - how we get
audio input of a recording and output the classification as correct / wrong
pronunciation.

Recording Noise removal & Identify the
.wayv file Normalization sibilant syllable
Split into Extract MFCC
—_—> . E—

20ms frames for each frame

Classify each Classify
——) frame with —— recording by
trained SVM majority voting
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Data Collection

A group of 14 male participants were recorded in a quiet room using Laptop’s
microphone. Data was sampled at 44.2 kHz with 16-bit quantization. All participants
are students in the Faculty of Engineering in Bar-llan University, and none of them
reported having a speech disorder. All of them were able to produce normal speech,
as well as abnormal speech (sigmatism). The participants were asked to simulate
mispronunciation of lateral sigmatism in different phonemes of the recorded word.

The sibilant phonemes we chose are ‘s’ and ‘Z', and the words we recorded are words
where these phonemes are placed in different places in the word. The words we chose
are "Sapa" ("n90"), "Kufsa" ("no9ip") and "Zachal" ("7nt"). Each word was recorded 5
times with good pronunciation and 5 times with bad pronunciation, for a total of 10
recordings per word per participants (total of 14*10=140 recordings for each word).
We initially recorded 6 different words but decided to use only these 3 as it is enough
to POC.

The duration of each recording is 2 seconds. The recordings were done using a
dedicated python script we wrote:

2 Lisp Records - *

no0 | good (1)

omer

The recording script is available in github: https://github.com/omertub/lisp_recorder.

The script was also responsible for storing the recordings in different folders for each
participant, with subfolders for the correct and in-correct ("good"” and "bad")
pronunciations.

The data was stored in wav files.

The entire process - Data collection, preprocess, and classification - was done
independently for each word.
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Pre-process

We designed and coded a python script to run all the preprocess stages in a pipeline
for each of the recordings. The input of the preprocess stage is the raw recording
represented in a wave file:

Signal Wave

6000 -

4000

2000

—2000+

—4000

—6000+— : . . :
0 20000 40000 60000 80000

The output of the preprocess stage is a csv file, with a line for each frame, consisting
of 24 columns for each of the MFCC and 1 column for the label.

T
avg«.‘u muzl 104727761 zmnm zmm-x 01-\9222 05 w.m (]

' onsznm‘r ‘71 o 9220532 45 )M uu 775 5100139 -6 .5086792 nmm i mwm 0.15: zmzm uzv \527 974064621
2 020347167 044447038 -21 187785 42 4903237

3002252091 48239106 -16 mm Pt)
4001461242 41800018 -15.20

N 0 a
0337062 217623122 1416621 46371416
70407 6956168 -2 9669

7102236004 703928279 -0 313 7 9308584 38

& 03283628 749715473 06136 V97102422 40246608 0 1782745
3 06050229 708458288 -10 3B15: 578738378 28918278 -0 7188821 -21 91751 usmw wnwe 15 5 03273 o

10 09663141 838068468 51400242 gw&m T6464642 11133080 11766210 13060001 30 SOZ2061 16727806 21 766928 18 4E2S14D 4 273T5E22 14 OOOMOAE 227G 29042003 7 57070178 4151578 25 37804803 220722001 -1 3415414 020842481 0
1121037207 10061813 11027600 55771407 16.0210631 73389004 -4 3020416 12581773 44004748 172352 90504222 273624489 -5 636854 264864292 8252037 23928967 486087317 1204507 12707388 150216423 -0.2846732 0662303 0
12120770037 612922441 08106725 426100847 093025TAT 02028180 771720226 20422318 3T SINDES 13485448 0 17136204 21 4395111 2 TIS31B 354707048 0BEMUED 20305178 74648138 4 550810 6 4367207 29@:&2 265817884 134341476 02763368 03705080 0

92764 -07481629 020631708 0

The whole preprocess script is available on our project’s github:

https://github.com/omertub/lisp detection svm/blob/master/pre process.py

Normalization

First, we normalized the audio signal with Max-Normalization, when the maximum
amplitude of a sample is normalized to 1 and the other samples normalized
respectively. Normalization is important to achieve indifference to the loudness of the
speech signal.
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Noise Removal

Then, we removed the beginning and end of the signal, by cutting to the point when
the amplitude of the samples reaches to a constant ¢ threshold, that any amplitude
below we considered as noise. The signal is already normalized, so we set € to some
low value that perform well (around 10% of the max amplitude).

Identify the sibilant syllable

In this part we designed an algorithm to cut only the part of the signal which includes
the sibilant syllable. We found the signal envelope using Hilbert and gaussian filters
and calculated the gradients on this envelope. We then found the place to cut by
searching for min/max points. Our assumption was that the amplitude between
different syllables is lower, so finding this gap can be done by searching for lower
signal amplitudes:

|ldentify Sibilant Syllable

1.00]
0.751
0.501 ]
0.25- W'1

o] el b AL
~0.25]
~0.50]

—0.75

0 5000 10000 15000 20000 25000

This algorithm was designed for each word separately, as the words are different in
their structure and the placement of the sibilant syllable in this word. We were able to
use the same algorithm where the sibilant syllable was placed in the same place in the
word, for example in both "Zachal" and "Sapa" the sibilant syllable is in the initials of
the word.

This part is essential because otherwise the model will have to learn the difference
between two (correct and incorrect) recordings that are partially identical. Per our
research, today there is no good accurate algorithm to find a syllable in recording.
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In counter to past works conducted in the topic, all processes presented here are done
automatically. Nevertheless, we prefer this way as our model is meant to be used by
speech therapists and is intended to be fully automatic. This method have been
verified on several examples.

MFCC extraction

MFCC is widely used when there is a need for extracting acoustic speech features.
MFCC was used in all the papers we read about this topic.

We divided the signal into 20ms frames with an overlap of 10ms between them. Each
frame is parametrized by a set of 24 Mel Frequency Cepstral Coefficients (MFCC)
used as a feature vector. Mel filter bank consisted of 40 filters, covering the frequency
range between 113Hz to 6854 Hz.

20
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The learning process

The collected data was split to train data (80%) and test data (20%). The preprocess
described above was done separately to each split, generating a different format for
each type:

- Train data was stored on a csv file consisting of all the frames taken from
recordings of this word, every frame represented by its 24 MFCC and a label.

- Test data was stored on a separate csv file for each word, representing a real
time classification.

Model training

The training of the classification model was done in two different processes. First, we
trained a per-frame classifier and then we used it to classify the signal’s frames and
give final evaluation with a majority voting.

Frame classification

The base model of the classification is a binary SVM classifier that gets MFCC features
of a signal frame and outputs a correct / incorrect classification, meaning if the frame
belongs to a good or a bad pronunciation. To train the model, we split the data into
train and test datasets, and performed grid search with cross validation on the hyper
parameters of the model. The grid search includes all the hyper parameters of the
SVM model, and for each hyper parameter we insert a wide range of inputs to the grid.
In the process, the time-accuracy tradeoff is needed to be considered, since some
kernels will require a large amount of calculation and may not be effective to a real-
time system.

amma C Kernel
1 100 rbf
0.1 10 linear
0.001 1 sigmoid
0.0001 0.1 Poly - 2
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Model

The model consists of a voting layer after the SVM layer. When an input signal (word
recording) is inserted to the model, it goes through pre-process and each frame is
classified with the above SVM classifier as ‘correct’ or ‘wrong'. Then, if the percentage
of 'correct’ frames is above some threshold, the word is classified as correct
pronunciation. To learn the threshold value, we performed another grid search on the
threshold with cross validation. We checked three important metrics for each threshold
value: accuracy, true positive rate (TPR) and true negative rate (TNR). When our
emphasis is on the TPR, because we prefer to mistakenly tell a child he pronounced
right when he did not (smaller TNR) than mistakenly tell a child he pronounced wrong
when he didn’t (smaller TPR). The best threshold picked for each word separately, of
course.

Threshold Grid Search with Cross Validation
100 R

80 /

Q
B0
g 60
] TNR
o 40
a TPR
20
= ACCUracy
0
COO0O0O0O0O0O0O0O00O00O0O00O0000000 =
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(&) o o (&) o o o o o (&)
Threshold
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Results and Analysis

Results

The results are determined at the word level. A separate model is used for each of the
three words of interest: "Sapa” ("no0"), "Kufsa" ("nooiz") and "Zachal" ("7n1").

The learning performed on the train dataset with cross validation of 20%, and the
testing performed on a separate dataset.

Since the phoneme consists of multiple frames, the decision about the presence or
absence of pathology is made based on voting of its frames, using the learned
threshold.

The best model parameters:
SVM frame classifier with RBF kernel and C=1, gamma=0.001

Voting threshold: "Sapa" - 0.45, "Kufsa" - 0.5, "Zachal" - 0.4

Classification Results

93.191.7 94.1 96.3 g 3 1 92 923917 100
80 &
i
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o
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20 &
0
nooliy

Sibilantword  mTPR mTNR m Accuracy

Results for the word "Sapa” ("no0")

For the word "Sapa" ("n90"), the proposed algorithm correctly classified 14 out of 14
normal (100%) and 12 out of 13 (92.3%) mispronounced phonemes.

35



One of the mispronounced phonemes is incorrectly classified as normal and this
corresponds to 3.7% of all data.

Overall, 96.3% of the classifications are correct and 3.7% are wrong.

Word TPR TNR Overall Accuracy | Error

"Sapa" ("no0") 100% |92.3% |96.3% 3.7%

Results for the word "Kufsa" ("nooiir")

For the word "Kufsa" ("nooij?"), the proposed algorithm correctly classified 12 out of
13 normal (92.3%) and 11 out of 12 (91.7%) mispronounced phonemes.

One of the normal phonemes is incorrectly classified as mispronounced and this
corresponds to 4% of all 25 phonemes in the data. Similarly, one of the mispronounced
phonemes is incorrectly classified as normal and this corresponds to 4% of all data.

Overall, 92% of the classifications are correct and 8% are wrong.

Word TPR TNR Overall Accuracy | Error

"Kufsa" ("nooip") 1 92.3% |91.7% |92% 8%

Results for the word "Zachal" ("nt")

For the word "Zachal" ("nt"), the proposed algorithm correctly classified 16 out of 17
normal (94.1%) and 11 out of 12 (91.7%) mispronounced phonemes.

One of the normal phonemes is incorrectly classified as mispronounced and this
corresponds to 3.45% of all 29 phonemes in the data. Similarly, one of the
mispronounced phonemes is incorrectly classified as normal and this corresponds to
3.45% of all data.

Overall, 93.1% of the classifications are correct and 6.9% are wrong.
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Word TPR TNR Overall Accuracy | Error

"Zachal' ("nt") | 94.1% |91.7% |93.1% 6.9%

Analysis

Generally, we achieve good classification in high percentage, and we are sure that
with more data we can achieve even higher accuracy.

Overfitting

When building the model, we were careful not to cause overfitting on the training data,
and let the model learn in the most general way possible. In order to do that we used
cross validation on both grid searches as we mentioned above.

Word TPR TNR Overall Accuracy Error
"Sapa" ("noo") test | 100% |92.3% |96.3% 3.7%
"Sapa" ("no0") train | 51% 100% | 74.45% 25.55%

The results on the training data are worse. We can see that the TNR is perfect, but the
TPR is only 50%. This makes sense because the classification per frame is better on
the training data, so the voting threshold needs to be lower (even a low number of
good frames indicates the word is good). Indeed, when we set the threshold to a lower
value (0.3 compared to the original value 0.45) we got TPR: 80.39%, TNR: 83.33%
and Overall accuracy: 81.82%.

Note - Real time classification

The main difficulty in our method, compared to the original paper, is that we classify
recordings in real time. That way, the segmentation part of the algorithm must be done
automatically, and not manually. This issue makes the learning process much harder
as not all the data inserted to the model is relevant.
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Real life settings

In addition to the normal "lab conditions" learning process, we had 2 more tests with

our data, trying to adjust the algorithm to the real-life problems:

Learning from different speakers:

As the application of this algorithm is real time assessment for speech therapy, the
model needs to be able to classify participants that did not took part in the training
process. Hence, instead of splitting the data to 20/80, we trained the model on 12
participants, and left one participant out for testing. We then tried classifying the

recordings of this participant with the trained model.

These are the results we achieved with the different settings:

Word TPR TNR Overall Accuracy | Error
"Sapa" ("no0") 20% 100% 60% 40%
"Kufsa" ("nooip") [ 100% | 20% 60% 40%
"Zachal" ("nt") [ 100% | 20% 60% 40%

We suspect that testing on 10 recordings is not valid, so we tried leaving 3 participants
out during the training process, and the testing was done on these 3 participants (total
of 30 recordings per word):

Word TPR TNR Overall Accuracy | Error
"Sapa" ("no0o") 84.6% | 80% 82.1% 17.9%
"Kufsa" ("nooip") | 66.7% | 13.3% 40% 60%
"Zachal" ("7nt") |[73.3% |53.3% 63.3% 36.7%
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Noise resilience:

On the next setting we added noise to all the recordings with a pre-configured SNR
and tested the model on these recordings. These are the results:

SNR (dB) TPR TNR Overall Accuracy | Error
No added noise |100% [92.3% |96.3% 3.7%
30 90.9% |87.5% 88.9% 11.1%
20 100% | 75% 85.2% 14.8%
10 81.8% |68.7% 74.1% 25.9%

We can see that the higher the SNR — the lower the accuracy we get. As we expect,
when the signal to noise ration is high we get better results.

39



Conclusions

In conclusion, in this project we implemented an algorithm as presented in a paper
and upgraded it to a real time speech disorder classifier. This algorithm can be used
to help kids who practice their speech impediment at home to get instant feedback on
their pronunciation.

The results obtained by our system are satisfactory and very close to the original
paper, that is a high accuracy when classifying an audio sample to correct / wrong
pronunciation.

The difficulties of this method were mostly connected to the real time demand. For
example, the automatic identification of the sibilant syllable is not as precise as the
manual way used in the paper, which makes the classification process harder,
because not all the input data is relevant.

Other difficulties we faced are noise resilience and classifying different speakers (not
from the train data). We believe that with a larger data set these problems can be
solved by the classifier.
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Future Work

This project focused mostly on classifying interdental lisp that has been recorded in a
lab with good conditions. We would like to mention some additional directions for future

study:

1.

Detection of other types of sigmatism — Dentalised lisp, Lateral lisp and
Palatelisp. The proposed algorithm can work on one type of lisp but may not be
sufficient to classify other types.

Noise resilience — In real world application there will be some noise added to
the recording. Noise can be treated in several ways, and it is necessary to find
a noise reduction method that will not interfere with the hissing sound of the
lisp.

Generalization for new subjects — As seen, our project does not do well when
we use different speakers for the model building and for the classification. It
might be because we do not have enough data, but in general an algorithm
should be designed and tested to have this property.

Neural networks — If enough data is available, we would like to suggest the use
of neural networks to classify lisping.

Phoneme separation — With an algorithm that can separate the sibilant
phoneme, the accuracy may be improved drastically, as the classification will
be made on the sibilant phoneme only and will not include other sounds that
has nothing to do with the lisping.
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Appendix

Script for the recording process is available on github:

https://github.com/omertubl/lisp recorder

Script for the whole preprocess is available on our project’s github:

https://github.com/omertub/lisp detection svm/blob/master/pre process.py
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