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Abstract:  

This work presents a novel deep learning approach for enhancing the quality of synthetic room 
impulse responses (RIRs). Synthetic RIRs offer a convenient method for simulating acoustic 
environments, but their fidelity often falls short of real-world recordings. Here, we propose a method 
using CycleGAN to improve the realism of synthetic RIRs. Our approach takes a low-fidelity synthetic 
RIR as input and utilizes CycleGAN to transform it into a high-fidelity RIR that statistically resembles a 
real RIR. This significantly improves the quality of synthetic RIRs, making them more realistic 
representations of actual acoustic spaces. 

Introduction: 

Room Impulse Responses (RIRs) play a crucial role in simulating real-world acoustic environments for 
various applications.  

These applications include: 

• Far-field speech recognition: Accurate recognition of spoken words in environments with 
background noise or reverberation.  

• Audio perception in virtual/augmented reality: Creating realistic and immersive experiences by 
simulating the way sound interacts with virtual spaces.  

• Sound source localization: Precisely pinpointing the location of sound sources within an 
environment based on audio cues.  

• Audio signal processing: Accurately modeling the effects of the environment on sound 
propagation, enabling techniques like noise cancellation or echo removal.  

However, synthetic RIRs, often used for these purposes, often fall short in replicating the intricate 
details and complexities of real-world acoustics. 
Let's delve deeper into specific problems encountered with synthetic RIRs: 

• Low-Frequency Inaccuracy: Synthetic RIRs often struggle to accurately capture the low-
frequency components of real-world acoustics. This can be attributed to limitations in 
modeling the complex wave propagation behavior of low frequencies within an environment.  

• T60 Discrepancy:  T60, is a crucial metric of an environment's reverberation characteristics. 
Synthetic RIR generation methods can sometimes struggle to accurately replicate the target 
T60, especially for low T60 values (short reverberation times) 

• Amplitude Bias: Synthetic RIRs may exhibit biases in the amplitude response compared to real 
RIRs. 

• Limited Late Reverberation Capture:  Synthetic RIRs may not fully capture the subtle details of 
late reverberation present in real-world environments. These subtle late reflections contribute 
to the richness and realism of the acoustic space. 

• Frequency dependence: In the real world, the amount of sound that is reflected from surface 
depends on the frequency of the sound. Higher frequencies are reflected more than lower 
frequencies. This is because the wavelength of higher frequencies is shorter, so they are more 
likely to be reflected by the surface. The Synthetic RIR didn’t take this into account. 



• Roughness: In the real world, walls are not perfectly smooth. They have a certain amount of 
roughness, which causes sound to be scattered in all directions after hitting the wall. This 
scattering is not modeled in simulations, which typically assume that walls are perfectly 
smooth. 

• Absorption: In the real world, sound is absorbed by surfaces. This means that some of the 
sound that hits a surface is not reflected back into the room. The amount of sound that is 
absorbed depends on the material of the surface. Simulations typically do not model sound 
absorption. 
 

This is where our project comes in. We propose a novel deep learning approach using CycleGAN to 
address these limitations. Our method aims to significantly enhance the quality and realism of 
synthetic RIRs, making them statistically closer to real-world recordings. By achieving this, we can 
unlock significant improvements in various applications that rely on accurate acoustic simulations. 

Datasets Overview: 

Name #RIRs #Rooms #Source 
Positions 

#Reciever 
Positions 

T60 [s] Fs[Hz] Length 

Isophonics, 2008    468 × 1, 
   468 × 4 

3 × 1 1 130, 169 1.7 – 2.7 96 192k 

Hadad, 2014 234 × 8 1 × 3 26 3 0.16 -
0.61 

48 ? 

ACE, 2015 14 × 
{2,3,5,8,32} 

7  × 1 1 2 0.34 – 
1.25 

48 ? 

BUTReverbDB, 2019 1426 × 1 9 × 1 3-10 31 0.59-
1.85 

48 ? 

dEchorate, 2021 60 × 30 1 × 10 6 1 0.18 – 
0.75 

48 240k 

MeshRIR, 2021 3969 × 1, 
441 × 32 

1 × 1 1, 32 3969, 441 0.19, 
0.38 

48 32768 

Motus, 2021 3320 × 32 1 × 830 4 1 0.5 – 1.5   
Arni, 2022 26560 × 1 1 × 5341 1 5 0.25 – 

1.5 
? ? 

BBCMaidaVale, 2022 1586 × 32 2 × 1 3 - 7 4 - 45 0.7 – 0.9 48 28800 
RSoANU, 2024 396 × 4, 

396 × 32 
1 × 2 3 65 - 67 0.6 – 0.9 48 72k 

Miracle, 2023 ? 1 × 1 ? ? ? 32 1084 
SipeiZhaoDataset, 2022 5 × 60 × 

64, 5 ×64 
×64 

7 × 1 60 5× (64, 
60) 

0.05-1.2 48 43k 

 

• Train + Val: sipeiZhaoDataset, Rooms: Large Meeting Room, Medium Meeting Room, Shoe-box 
Room, Small Meeting Room  ->135k Train, 15k val 
 

• Test:  MeshRIR: 4k, dEchorate: 3k, RSoANU: 1.6k 
  

 

http://isophonics.net/content/room-impulse-response-data-set
https://www.eng.biu.ac.il/~gannot/RIR_DATABASE/
https://zenodo.org/records/6257551
https://speech.fit.vutbr.cz/software/but-speech-fit-reverb-database
https://zenodo.org/records/5562386#.YflQNlvMLu0
https://www.sh01.org/MeshRIR/
http://research.spa.aalto.fi/publications/papers/i3da21-motus/
https://zenodo.org/records/6985104
https://www.mdpi.com/2624-599X/4/3/47
https://zenodo.org/records/10720345
https://depositonce.tu-berlin.de/items/b079fd1c-999f-42cb-afd2-bcd34de6180b
https://data.research.uts.edu.au/publication/fad2f4b0c03d11ec91ce05dbccc55a63/


 

Datasets Statistics: 

 

 

 

 



  



Post Processing of RIR: 

1. Decimating from 48khz to 16khz (matlab code) 
2. By the distance from the metadata, we need to shift the rir to be align with the distance from 

the metadata.  
3. Normalizing the rir by its own norm 

Code: 

 

 

Stage 0: room impulse response generation from pure random noise: 

In this stage, our aim is to validate the generation of Room Impulse Responses (RIR) solely from noise, 
without predefined parameters to initiate the process.  

To accomplish this, we employed a Generative Adversarial Network (GAN) approach. Our strategy 
involved training a Generator tasked with producing RIRs, while concurrently training a Discriminator 
to differentiate between real RIRs and those generated by the Generator.  

Specifically, we adopted the WGAN+GP+GC methodology, incorporating Wasserstein loss with 
gradient penalty and gradient clipping. This choice was made to mitigate the risk of encountering 
exploding gradients during training, which can impede convergence.  

To begin, noise data was sampled from a standard normal distribution with a mean of 0 and a 
standard deviation of 1.  

Subsequently, we formulated the Discriminator loss function as the difference between the 
Discriminator's response to generated RIRs (G(noise)) and real RIRs, augmented by the gradient 
penalty term scaled by a hyperparameter, lambda_gp. This formulation serves to encourage the 
Discriminator to discern between genuine and synthetic RIRs effectively. 

Conversely, the Generator loss function was designed to minimize the Discriminator's ability to 
differentiate between real and generated RIRs. Thus, the Generator aims to elicit responses from the 
Discriminator that are indistinguishable from those elicited by real RIRs.  

During the training process, we iteratively alternated between training the Discriminator and training 
the Generator. This sequential approach ensures that while one model is being trained, the other 
remains static, allowing for more focused and effective learning.  

By adopting this methodology, the Discriminator seeks to magnify disparities between real and 
synthetic RIRs, with higher Discriminator outputs indicating authentic RIRs and lower outputs 



suggesting synthetic ones. In contrast, the Generator strives to elicit responses from the 
Discriminator that mirror those generated by real RIRs, thereby aiming to deceive it.  

In summary, our approach leverages adversarial training via GANs, employing sophisticated loss 
functions and training strategies to facilitate the generation of RIRs from noise without the need for 
predefined parameters. Through this iterative process, both the Generator and Discriminator undergo 
refinement, ultimately enabling the generation of high-fidelity RIRs. 

1. Discriminator Loss:  
𝐷𝑙𝑜𝑠𝑠 = 𝐷(𝐺(𝑛𝑜𝑖𝑠𝑒)) − 𝐷(𝑟𝑒𝑎𝑙𝑅𝐼𝑅) +  𝜆𝑔𝑝 ⋅ 𝐺𝑃 

 
2. Generator Loss: 

𝐺𝑙𝑜𝑠𝑠 = − 𝐷(𝐺(𝑛𝑜𝑖𝑠𝑒)) 

 

Results: 

 

 



 

 

Insights: 

The observed behavior seems to be a case of 
mode collapse in the RIR generation process. This 
means the model has settled into a local 
minimum, consistently generating the same or 
very similar RIRs with specific characteristics.  
These characteristics likely include:  

• Similar peak location: The time at which 
the strongest reflected sound wave arrives is 
consistently around the same point in the 
generated RIR.  

• Constant t60: The reverberation time is always around the same value for all generated RIRs. 

This can be attributed to several factors: 

• Limited training data: the training data for the RIR generation model lacks sufficient diversity in 
terms of room characteristics and source-receiver positions, so maybe the model might learn 
to focus on replicating a single "average" RIR profile.  

• Simplified Loss function: The loss function used during training is too much simple. the 
Generator just trying to fool the Discriminator without any aspect of t60, and fitting to any real 
RIR. 



• Network architecture limitations: The model architecture itself might be unable to capture the 
full complexity of real-world RIRs, leading it to settle on a simplified representation. 

Possible solutions: Here are some approaches to address mode collapse:  

• Data augmentation: Artificially expand the training data by introducing variations in room 
properties, source-receiver positions, and reflections.  

• Loss function modification: Design a loss function that penalizes overly similar RIRs and 
encourages diversity.  

• Regularization techniques: Employ techniques like dropout or weight decay to prevent the 
model from overfitting to specific training examples.  

• Network architecture improvements: Explore more complex network architectures capable 
of capturing the intricacies of real-world RIRs.  

• Unrolled GAN: unrolled GAN allows the generator to peek ahead at how the discriminator 
might react to its outputs over a few steps. This "lookahead" capability helps the generator 
explore a wider range of possible RIRs during training, potentially overcoming local minima 
and leading to more diverse outputs. 

By implementing some of these solutions, you can encourage the model to generate a wider 
range of realistic RIRs that better reflect the complexities of sound propagation in real-world 
environments.  

 

Stage 1: CycleGAN RIR  

The Cycle Generative Adversarial Network (CycleGAN) is a powerful architecture designed for image-
to-image translation tasks, which means transforming an image from one domain to another while 
maintaining certain key attributes. Unlike traditional supervised learning methods, CycleGAN does 
not require paired examples from both domains during training. Instead, it uses a cycle-consistency 
loss to ensure that translating an image to the target domain and then back to the source domain 
returns the original image. 

In this project, CycleGAN is employed to convert Synthetic Room Impulse Responses (RIRs) into Real 
RIRs.  

One of the main challenges in this field is the scarcity of diverse and high-quality paired datasets 
containing both synthetic and real RIRs. Real RIRs are often difficult and expensive to capture, 
whereas synthetic RIRs can be generated in large quantities. However, synthetic RIRs typically lack 
the nuanced characteristics of real-world acoustic environments. 

The CycleGAN model addresses this problem by enabling the training of a network that can translate 
synthetic RIRs to their realistic counterparts without the need for a large, paired dataset. This is 
particularly beneficial because it allows for the leveraging of a vast amount of synthetic data, which 
can then be transformed into realistic data that is more useful for practical applications. 

The architecture consists of two main components: 

1. Generators: These are responsible for converting synthetic RIRs to real RIRs and vice versa. 

2. Discriminators: These evaluate how close the generated RIRs are to the actual real RIRs. 



The cycle-consistency loss plays a crucial role in ensuring that the translation is meaningful. 
Specifically, it ensures that a synthetic RIR translated to a real RIR and then back to a synthetic RIR 
remains consistent with the original synthetic RIR. This mechanism prevents the model from making 
arbitrary transformations, thus preserving the essential features of the input data. 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

Losses  

Discriminator Loss Functions 

The Discriminator (we will focus on 𝐷𝑟, same for 𝐷𝑠 ) aims to differentiate between real and synthetic 
RIRs. The losses for the Discriminator are calculated using several components, as detailed below: 

1. Discriminator Score for Real RIRs 

The score for real RIRs, including augmented real RIRs, is given by: 

𝑑𝑟_𝑟𝑒𝑎𝑙_𝑠𝑐𝑜𝑟𝑒 =
(𝐷𝑟(𝑟𝑒𝑎𝑙 𝑟𝑖𝑟) + 𝐷𝑟(𝑟𝑒𝑎𝑙 𝑎𝑢𝑔𝑚𝑒𝑛𝑡𝑒𝑑 𝑟𝑖𝑟) )

2
  

where 𝑟𝑒𝑎𝑙 𝑎𝑢𝑔𝑚𝑒𝑛𝑡𝑒𝑑 𝑟𝑖𝑟 is an augmented version of 𝑟𝑒𝑎𝑙 𝑟𝑖𝑟 obtained through time-shifting. 

2. Discriminator Score for Fake RIRs 

The score for fake RIRs is calculated as the output of the discriminator applied to the generated RIRs. 
These include: 

                          

RI
R  ake  Rea 

  

                                 



• Generated Real RIR from Synthetic RIR (paired): 
𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑝𝑎𝑖𝑟𝑒𝑑) 

• Generated Real RIR from Synthetic RIR (unpaired): 
𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑) 

• Reconstructed Real RIR: 𝐺𝑠2𝑟(𝐺𝑟2𝑠(𝑟𝑒𝑎𝑙_𝑟𝑖𝑟, 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑝𝑎𝑖𝑟𝑒𝑑), 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑝𝑎𝑖𝑟𝑒𝑑) 

The combined fake score is computed as: 

𝑑𝑟_𝑓𝑎𝑘𝑒_𝑠𝑐𝑜𝑟𝑒

=
𝐷𝑟(𝑓𝑎𝑘𝑒 𝑟𝑒𝑎𝑙 𝑟𝑖𝑟) + 𝜆𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑𝐷𝑟(𝑓𝑎𝑘𝑒 𝑟𝑒𝑎𝑙 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑) + 𝐷𝑟(𝑟𝑒𝑎𝑙 𝑟𝑖𝑟 𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑒𝑑)

2 + 𝜆𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑
    

where 𝜆𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑 is a weighting factor for the unpaired component. 

3. Gradient Penalty 

To enforce the Lipschitz constraint, a gradient penalty is applied, like in the previous stage. 

4. Full Discriminator Loss with Gradient Penalty 

The full loss for the discriminator, incorporating the gradient penalty, is: 

𝐷𝑟𝑙𝑜𝑠𝑠 = 𝑑𝑟_𝑓𝑎𝑘𝑒_𝑠𝑐𝑜𝑟𝑒  −  𝑑𝑟_𝑟𝑒𝑎𝑙_𝑠𝑐𝑜𝑟𝑒  +  𝜆𝑔𝑝𝐺𝑃   

where 𝜆𝑔𝑝 is the weight for the gradient penalty term. 

 

 

Generator Loss Functions 

The Generator's objective is to generate realistic real RIRs from synthetic ones. The losses for the 
generator are computed using several components, which are detailed below: 

1. Adversarial Loss from Discriminator 𝑫𝒓 

The adversarial loss for the generator, when using the discriminator 𝐷𝑟 , aims to fool 𝐷𝑟  into 
classifying synthetic RIRs as real: 

• Paired Synthetic RIRs to Real: 
 𝑑𝑟_𝑓𝑎𝑘𝑒_𝑠𝑐𝑜𝑟𝑒_𝑝𝑎𝑖𝑟𝑒𝑑 = 𝐷𝑟(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑝𝑎𝑖𝑟𝑒𝑑)) 

• Unpaired Synthetic RIRs to Real: 
𝑑𝑟_𝑓𝑎𝑘𝑒_𝑠𝑐𝑜𝑟𝑒_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑 = 𝐷𝑟(𝐺𝑠2𝑟(𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑)) 

• Paired reconstructed Synthetic to Synthetic: 
𝑑𝑠_𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑒𝑑_𝑝𝑎𝑖𝑟𝑒𝑑

= 𝐷𝑠(𝐺𝑟2𝑠(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑝𝑎𝑖𝑟𝑒𝑑) , 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑝𝑎𝑖𝑟𝑒𝑑))  

• Unaired reconstructed Synthetic to Synthetic: 
𝑑𝑠_𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑒𝑑_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

= 𝐷𝑠(𝐺𝑟2𝑠(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐_𝑟𝑖𝑟_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑) , 𝑚𝑒𝑡𝑎_𝑑𝑎𝑡𝑎_𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑))  



𝐿𝑎𝑑𝑣𝐺𝑠2𝑟

=

𝑑𝑟𝑓𝑎𝑘𝑒𝑠𝑐𝑜𝑟𝑒𝑝𝑎𝑖𝑟𝑒𝑑
+ 𝜆𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑𝑑𝑟𝑓𝑎𝑘𝑒𝑠𝑐𝑜𝑟𝑒𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

+ 𝑑𝑠𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐𝑟𝑖𝑟𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑒𝑑𝑝𝑎𝑖𝑟𝑒𝑑

+ 𝑑𝑠𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐𝑟𝑖𝑟𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑒𝑑𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

3 +  𝜆𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑
 

2. Reconstruction Loss for Synthetic RIRs 

The reconstruction loss ensures that the synthetic RIRs can be reconstructed from the generated real 
RIRs, measured in terms of Mean Squared Error (MSE), Short-Time Fourier Transform (STFT), and T60: 

• MSE Loss: 

𝐿𝑚𝑠𝑒 =
𝐿𝑚𝑠𝑒

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑝𝑎𝑖𝑟𝑒𝑑 + 𝐿𝑚𝑠𝑒

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

2
+ 𝐿𝑚𝑠𝑒

𝑝𝑎𝑖𝑟𝑒𝑑 

Where 𝐿𝑚𝑠𝑒
𝑝𝑎𝑖𝑟𝑒𝑑

= 𝑚𝑠𝑒(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑝𝑎𝑖𝑟𝑒𝑑), 𝑟𝑒𝑎𝑙 𝑟𝑖𝑟) 

 𝐿𝑚𝑠𝑒

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑝𝑎𝑖𝑟𝑒𝑑 = 𝑚𝑠𝑒(𝐺𝑟2𝑠(𝐺𝑠2𝑟

(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑝𝑎𝑖𝑟𝑒𝑑)), 𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑) 

𝐿𝑚𝑠𝑒

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

= 𝑚𝑠𝑒(𝐺𝑟2𝑠(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑)), 𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑) 

• STFT Loss:  
we used MultiResolutionSTFTLoss, from the auraloss library 

𝐿𝑠𝑡𝑓𝑡 =
𝐿

𝑠𝑡𝑓𝑡

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑝𝑎𝑖𝑟𝑒𝑑 + 𝐿
𝑠𝑡𝑓𝑡

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

2
+ 𝐿𝑠𝑡𝑓𝑡

𝑝𝑎𝑖𝑟𝑒𝑑 

Where 𝐿𝑠𝑡𝑓𝑡
𝑝𝑎𝑖𝑟𝑒𝑑 = 𝑠𝑡𝑓𝑡(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑝𝑎𝑖𝑟𝑒𝑑), 𝑟𝑒𝑎𝑙 𝑟𝑖𝑟) 

 𝐿
𝑠𝑡𝑓𝑡

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑝𝑎𝑖𝑟𝑒𝑑 = 𝑠𝑡𝑓𝑡(𝐺𝑟2𝑠(𝐺𝑠2𝑟

(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑝𝑎𝑖𝑟𝑒𝑑)), 𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑) 

𝐿
𝑠𝑡𝑓𝑡

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

= 𝑠𝑡𝑓𝑡(𝐺𝑟2𝑠(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑)), 𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑) 

• T60 Loss: 
Instead of calculating the T60 loss using the actual T60 values derived from linear regression 
on a segment of the energy decay curve, we define the T60 loss as the Mean Squared Error 
(MSE) between the converted energy CDF curves of the predicted and target RIRs. 

Here’s a detai ed breakdown of the process: 

1. Absolute and Normalization: 
o Calculate the absolute value of both the target and predicted RIR signals. 
o Normalize these absolute values by their maximum value across the time axis. 

2. Energy CDF Calculation: 
o For both normalized signals, calculate the cumulative energy distribution. This is 

achieved by flipping the signal, squaring it, performing a cumulative sum, and 
flipping it back. 

3. Conversion to dB: 
o Convert the energy CDF to a decibel scale using the logarithm function. 

4. Loss Calculation: 



o The T60 loss is then computed as the MSE between the decibel-scaled energy CDFs 
of the target and predicted signals. 

Using the energy CDF curves for T60 loss provides a more detailed and robust measure of 
similarity between the predicted and target RIRs. This method captures more nuanced decay 
characteristics, avoids the variability of linear regression fitting, and offers a comprehensive 
evaluation of reverberation effects, leading to more realistic generated RIRs. 

𝐿𝑡60 =
𝐿𝑡60

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑝𝑎𝑖𝑟𝑒𝑑 + 𝐿𝑡60

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

2
+ 𝐿𝑡60

𝑝𝑎𝑖𝑟𝑒𝑑 +  𝜆𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑𝑡60
𝐿𝑡60

𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑 

Where 𝐿𝑡60
𝑝𝑎𝑖𝑟𝑒𝑑 = 𝑡60(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑝𝑎𝑖𝑟𝑒𝑑), 𝑟𝑒𝑎𝑙 𝑟𝑖𝑟) 

 𝐿𝑡60

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑝𝑎𝑖𝑟𝑒𝑑 = 𝑡60(𝐺𝑟2𝑠(𝐺𝑠2𝑟

(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑝𝑎𝑖𝑟𝑒𝑑)), 𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑝𝑎𝑖𝑟𝑒𝑑) 

𝐿𝑡60

𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

= 𝑚𝑠𝑒(𝐺𝑟2𝑠(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑)), 𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑) 

𝐿𝑡60
𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑

=  𝑡60(𝐺𝑠2𝑟(𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, 𝑚𝑒𝑡𝑎 𝑑𝑎𝑡𝑎 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑), 𝑠𝑦𝑛𝑡ℎ𝑒𝑡𝑖𝑐 𝑟𝑖𝑟 𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑) 

by adding the 𝐿𝑡60
𝑢𝑛𝑝𝑎𝑖𝑟𝑒𝑑, we adding constrain for the t60 also for unpaired data. 

3. Full Loss:  
𝐿𝐺𝑠2𝑟

=  − 𝐿𝑎𝑑𝑣𝐺𝑠2𝑟 +  𝜆𝑚𝑠𝑒𝐿𝑚𝑠𝑒 + 𝜆𝑠𝑡𝑓𝑡𝐿𝑠𝑡𝑓𝑡 + 𝜆𝑡60𝐿𝑡60  

Main Experiment Details 

We trained for 250 epochs, with batch size of 768 on 6 machines of V100, for about 10 days. 

Lambda mse = 81,920 (length rir * 10) – high value to make mse dominant 

Lambda stft = 10 

Lambda unpaired = 3 

Lambda unpaired t60 = 0.1 

Lambda GP = 1 

Learning rate of 0.0001, with exponential learning rate scheduling with gamma = 0.99997, from epoch 
20 to 100. 

Generation of unpaired synthetic data 

• We generated 150k samples of synthetic data, with the next properties:  

• Room size: uniform from (3, 3, 2) to (12, 12, 4) 

• T60: uniform from 0.3 to 1.2 

• Positions: uniform in the room, except from the edge of 0.5 meters from each wall.  

 



Results: 

 

Seems that the training process was good until step of 25k ~ epoch 145, so we will take the model 
checkpoints of epoch 145. 

MSE * 1000 Synthetic – Real  Ours – Real % Improve 
RSoANU 0.2471 0.1784 27.78 % 
MeshRIR 0.3072 0.1596 48 % 
Decorate 0.2296 0.1626 29 % 
 

 

STFT Synthetic – Real  Ours – Real % Improve 
RSoANU 1.58 1.89 - 19.4 % 
MeshRIR 2.17 1.87 13.7 % 
Decorate 1.83 1.73 5.8 % 
 

T60 Losses 

RSE = Real – Synthetic error 

RGE = Real – Generated error 

band 125 250 500 1000 2000 4000 
 RSE RGE RSE RGE RSE RGE RSE RGE RSE RGE RSE RGE 
RSoANU 0.22 0.16 0.11 0.15 0.07 0.08 0.05 0.13 0.05 0.14 0.03 0.08 
MeshRIR 0.38 0.11 0.51 0.16 0.36 0.18 0.15 0.13 0.12 0.15 0.11 0.17 
Decorate 0.27 0.15 0.19 0.08 0.17 0.16 0.1 0.1 0.07 0.07 0.05 0.07 
 

 

T60 Loss Synthetic – Real  Ours – Real % Improve 
RSoANU 43.25 30.86 28.6 % 
MeshRIR 1929 168 91.3 % 
Decorate 985 54 94.5 % 
 

Cosine Similarity Synthetic – Real   : A Ours – Real : B Improve: (B - A) 
RSoANU -0.006 0.003 0.009 
MeshRIR 0.0016 0.17 0.168 
Decorate -0.04 0.07 0.11 



 

Decotare Examples:  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



First Peak location problem: 

• There is problem with the first peak location of the Generated RIR  

 

Future works: 

• Retraining the model with manually correcting the generated RIR to be with correct first peak 
location 

• Finding a loss for improving first peak location (retraining) 

• Trying diffusion model – more powerful than CycleGAN  

 


